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Abstract

Recent results on the statistical significance of local alignment with gaps are presented.
Parameters necessary for computation of the probability that an alignment achieves a
certain score can be approximated by a computationally fast simulation. We present
applications to database searching where the re-sorting of the output by statistical signif-
icance instead of score leads to improved ability to distinguish sequences homologous to

the probe sequence from unrelated sequences.

Introduction

Every new DNA or protein sequence is compared to one or more sequence databases to
find similar or homologous sequences that have already been studied. There are numerous
examples of important discoveries resulting from these database searches. Programs per-
forming the task of searching a sequence database with a probe sequence generally output
a list of hits sorted by the score of the respective similarities. However, only for rather
simple ways of comparing sequences has the statistical distribution of this score been un-
derstood. In this paper we want to summarize recent advances in our understanding of
statistics of the score of local Smith-Waterman alignments [14, 13].

To judge the statistical significance of the score of a given pairwise alignment the following
procedure has found wide acceptance. The letters of the sequences are permuted randomly

and a new alignment score is calculated. This procedure is repeated roughly 100 times
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and mean and standard deviation of this sample are calculated. The significance of the
given alignment score is reported in “number of standard deviations above the mean”, also
called the Z-value. Studying large numbers of random alignments is in principle correct.
However, the significance of the alignment should then be reported as the fraction of
random alignments that score less than the given alignment. The procedure described
assumes that these scores were normally distributed. Since the random variable under
study - the score of an optimal alignment - is the maximum over a large number of
values this is not a reasonable assumption. In fact, when trying to fit a normal to the
data the lack of fit quickly becomes obvious. The second argument against this way of
calculating significance is a pragmatic one: The procedure needs to be repeated for every
alignment under study because the effect of the sequence length cannot be accounted for.
Subsequently we will present a way to calculate a formula for the statistical significance
of alignment scores under a certain parameter setting. The lengths of the sequences will

then be parameters in the formula.

BLAST and the Karlin-Altschul formula

Karlin and Altschul [6] study the distribution of BLAST [1] scores. For two sequences
a and b the program BLAST [1] finds high scoring matching regions (called HSPs, for
“high scoring pair”) a;,...,ai+x and b;,...,b;j1; where the score of this matching region
is defined as the sum of the similarity values s(z,y) (taken e.g. from a PAM250 [5]
matrix): Y 1ok S(@i+1, bj+1). To calculate a cutoff above which to report HSPs Karlin and
Altschul give the following formula for the statistical significance of the best HSP [6]. The
probability for the score H(a,b) of the best HSP to exceed a threshold ¢ is

P(H(a,b) > t) = 1 — e ™", (1)
where 7 is found by numerical solution of an equation and p can be calculated directly.
This formula can be interpreted as the consequence of approximating the number of HSPs
scoring above the threshold ¢ by a Poisson distribution. It is assumed that the expected
score per letter is negative such that positive scoring HSPs are rare events. Such rare
exceedances of a threshold by a random variable (in this case the score of an HSP) are

frequently approximated by a Poisson distribution [4, 2, 7]. The Poisson distribution

k
Poisson(\, k) = Y %e"\

=0,k
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is described completely by its mean A. The probability that the maximum scores less
than a given threshold is the same as the probability of zero exceedances above that t.
This event has probability Poisson(),0) = e~*. Thus the probability of the maximum
exceeding t is 1 — e~*. In this framework we therefore interpret ynmp* from equation (1)
as the mean value A of the Poisson. Although this is done in order to find the probability
for the maximum it reveals a connection between the maximum score and the number
of HSPs exceeding a threshold. The mean of the Poisson is the expected number of
HSPs exceeding a threshold. The Karlin-Altschul formula tells us that this number is just

ymnp'.

Local alignment

The problem we want to deal with is the statistical significance of a local Smith-Waterman
alignment [9]. It is easily seen that the maximal HSP is also the result of a Smith-
Waterman local alignment under very high (infinite) gap penalties. Our main result is that
the formula is still a valid approximation when applied to local alignments under strong
gap penalties. Strong gap penalties in this context are such penalties where the expected
score of the local Smith-Waterman alignment grows logarithmically with the length of
the sequences compared. Alternatively, these parameter settings can be characterized via
the expected global alignment score: Arratia and Waterman [3] showed that a negative
expected global alignment score is equivalent to logarithmic growth of the local alignment
score in the sequence length. For details and applications see Arratia and Waterman [3],
Waterman [11], Vingron and Waterman [10], and Waterman and Vingron [14].

The main obstacle in applying the framework described in the interpretation of the Karlin-
Altschul formula to local alignment with gaps is the following. Different HSPs do not
overlap each other. Therefore the dependence between the HSPs exceeding a threshold is
low. In order to apply the above logic to local alignment with gaps one needs to introduce
a notion of suboptimality where the dependence between the suboptimal alignments is
low. This is achieved by the non-overlapping local suboptimal alignments introduced by
Waterman and Eggert [12]. They give an algorithm to calculate suboptimal alignments
where any residue pair that was used by an alignment will not be used again by a sub-
sequent alignment of less score. The algorithm of Waterman and Eggert is efficient in

that it does not recompute the entire dynamic programming matrix every time a new
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suboptimal alignment is calculated. Instead it suffices to redo a neighborhood of the last
alignment calculated.

We will call an alignment of score above ¢ output by the Waterman-Eggert algorithm
a NOLSA (for “non-overlapping local suboptimal alignment”). The best NOLSA is the
Smith-Waterman alignment.

In analogy to the interpretation of the Karlin-Altschul formula the number of NOLSAs
with scores larger than a threshold ¢ has a Poisson distribution with mean Anm(t). We
again apply this in the form P(at least one NOLSA score exceeds ¢) = 1 — P(no NOLSA

score exceeds t) = 1 — e™*. Now set
W (t) = # NOLSAs of score > t.

W (t) can be calculated by applying the Waterman-Eggert algorithm to compute NOLSAs
until a first NOLSA scores less than ¢.

To apply equation (1) to local alignment with gaps we need to show that it fits well in the
entire logarithmic region. The parameters 4 and p in that equation can then be estimated
using simultations. Waterman and Vingron [14] identified the following assumptions nec-
essary to carry over formula (1) to the logarithmic region:

(A1) W(t) is approximately Poisson distributed (with mean A, () = E(W(t))).

(A2) E(W(1)) = 5"

(A3) 4 = ymn.

These three assumptions are sufficient to approximate the significance of alignments with
gaps. (Al) is used to estimate the statistical significance of an optimal local alignmen-
tand. (A2) provides an efficient way of approximating v and p using simulations. These
simulations do not require extensive data in the tail of the distribution of the maximum
(which are hard to come by). (A1) and (A2) together mean that the empirical distribution
function of optimal scores less than # is approximated by =", (A3) allows us to apply v
and p derived from sequences of some arbitrary length for the calculation of the statistical
significance of scores of alignments between pairs of sequences of different lengths. Thus
simulations need not be redone for every pair of sequences studied.

In [14] the results of extensive simulation are presented that show the validity of the above
assumptions. (Al) is shown by collecting the frequency of £ NOLSAs exceeding a certain
threshold. When the threshold is high enough to make the exceedance a rare event the

approximation is extremely accurate. To demonstrate the validity of (A2) we counted the



Statistical Significance of Local Alignments with Gaps 79

number of NOLSAs exceeding ¢ as function of ¢. Plotting this function on a logarthmic
scale yields a near-perfect straight line (with a correlation coefficient above 0.99). This
establishes that the mean number of NOLSAs above a threshold can indeed by approxi-
mated by an exponentially decaying function of ¢. (A3) has been checked by comparing
the logarithms of the exponential function in (A2) for sequences of different length. When
done on sequence pairs of 900 each and of 600 each the lines are almost perfectly parallel.
Only for large differences in length can one detect a deviation. All these simulation have
been done on several parameter settings all belonging to the logarithmic region and there

is no recognizable difference in the quality of the approximation.

Parameter estimation

The above considerations suggest two different ways of estimating 4 and p from simulated
data. The obvious method is to apply the Smith-Waterman algorithm many times to ran-
domly generated sequences and to calculate the empirical distribution function of optimal
alignment scores, i.e. the fraction of alignments with score less than ¢. The probability
for an alignment to score less than or equal to ¢ is given by e™"™"". After appropriate
transformation (log(—log(data))) the empirical distribution function is expected to form
a straight line (A2). In fact, linear regression gives a correlation coefficient above .99. It
is then straightforward to calculate the parameters v and p and we call this method of
derivation “direct estimation”.

The true power of the theory sketched above comes to bear in the second method of finding
7 and p which we call “declumping estimation”. Instead of many optimal alignments,
from a few comparisons we calculate the scores of all NOLSAs scoring better than ¢
using the Waterman-Eggert algorithm. The crucial observation is that the mean of the
Poisson can be estimated from this data set as the average number of NOLSAs exceeding
a threshold ¢. Based on (A2) and (A3) these data can be fitted by a function of the form
ymnp'. Simulations show that plotting the empirical data on a logarithmic scale leads
to an almost perfect straight line. Estimation of 4 and p is then straightforward. As
we will demonstrate, both approaches provide almost equally good estimates of statistical
significance, thus by their agreement supporting the assumptions on which they are based.
For the direct estimation we usually run 1000 sequence alignments before deriving

and p. Given that each alignment takes time quadratic in the sequence length, this
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may take very long. The declumping estimation on the other hand can be done from
as few as 10 comparisons, collecting approximately 300 suboptimal solutions for each
pair. For sequences of length 900 this computation can be done in 1.5 minutes on a Sun
SPARC 10. This brings the derivation of the parameters for alignment significance into
the realm of interactive computing. Declumping estimation, however, does not produce
reliable results when done on short sequences. This is probably due to the fact that a
small comparison matrix will soon be exhausted when taking out too many clumps and

independence between the clumps will be lost.

Testing the approximation

Using the parameters derived by either of the above methods we predict the distribution
function of optimal alignment scores. To test the quality of the approximations given by
our two methods we derive the empirical distribution function from extensive simulations.
First we tested the no gap case. There the agreement between the empirical distribution
function and either direct or declumping simulation is extremely good. There is hardly a
difference throughout the range of the distribution function (not only in the tail). Both in
terms of the agreement of the parameters and in overall approximation quality our results
are essentially the same as those obtained analytically by Karlin and Altschul [6].

For Figure 1 parameters were derived from sequences of length 900 each. The rightmost
group of 3 distribution functions shows declumping and direct estimation compared to
the empirical distribution function. Notice that approximating the empirical distribution
function by direct estimation amounts to fitting a double exponential. This in itself
is not a test of the method. For the declumping estimation, however, the parameters
for the approximation are derived from totally different data and all three curves agree
remarkably well. The other groups of curves in Figure 1 illustrate the quality of the
normalization for length and thus prove our point with respect to both declumping and
direct estimation. We normalized the parameters derived from a 900 x 900 comparison to
approximate 600 x 600 and 300 x 300 comparisons. Only in the latter case is there some

deviation between the empirical distribution function and the approximation.

Results and Application
We implemented this procedure and achieved a substantial improvement in database

searches. For example, searching the PIR1 database with hemoglobin the farthest relative
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alignment significance for PAM250, gap(k)=12+3k
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Figure 1: v and p were derived from simulations using sequences of length 900 each.
The rightmost group of curves shows the agreement between the approximated distribu-
tion function (using both methods of estimation) and the empirical distribution function.
Based on these values of v and p significances were estimated for sequence pairs of length
600 each (middle group of curves) and of length 300 (left group of curves) each. In both

cases the results of the approximation are again compared to the empirical cumulative

distribtion function.
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one finds is lupin leghemoglogin. In terms of score we found 25 non-globins scoring
better than it. After sorting by significance instead of score, leghemoglogin still was the
last globin on the list but it had moved up and now only 10 non-globins scored better.
The search was performed using the PAM250 matrix [5] and a gap penalty function
gap(k)=12+43k. Parameters for the simulation are as in the table below. In a similar
experiment PIR1 was searched with an azurin sequence and we looked how far below
the last azurin that plastocyanins are found. When sorted by score plastocyanins occur
between position 37 and 262, when sorted by significance they are between positions 18
and 107. Sorting by score also leads to many sequences sharing the same score. E.g.
the last plastocyanin scores 55 and there are 66 other hits of that same score. 262 is
only the number of non-azurins scoring 56 or larger. Not all plastocyanins from PIR1
are included in this list as some of them are found only far under any reasonable cutoff
for a search. The search was performed using the PAM250 [5] matrix and a gap penalty
function gap(k)=12+2k. Parameters for the simulation are as in Table 1.

The following table shows the parameters and formula used to renormalize alignment

scores which can be used in practical applications:

gapl gap2 ¥ p
0 9 0.0112  0.8652
0 10 0.0031  0.8703
5 5 0.0125  0.8603
8 4 0.0156  0.8448
12 3 0.0572  0.8143
12 2 0.0365  0.8312

Using these parameters one can estimate the significance of the alignment score of two
sequences of lengths m and n. When the alignment is calculated using a gap penalty
function g(k) = gapl + k * gap2 then

significance(score) ~ 1 — exp(—ymnp3°Ore),

This assumes the PAM250 matrix [5] and a typical distribution of amino acids ([8]).
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